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If ML algorithms ignore this strategic behavior, 

they risk making policy decisions that are 

incompatible with the original policy’s goal.
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● Goal: profit, justice, …

● Action: learning task for accurate prediction

institution

● Who? Person (data provider)

● Goal: get best outcomes for them

● Action: change their data

individual
● Who? All people as a whole

● Goal: fairness, robustness, welfare

● Action: regulate, public pressure

society
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1. What is incentive-aware learning and how is it different than 

distribution shift/adversarial ML?

2. Different perspectives in the incentive-aware learning literature.

3. Main results and techniques.



Tutorial Outline

q Introduction

q Strategic Classification as a Stackelberg Game

q Strategic Classification vs Distribution Shift

q A Bird’s-Eye-View of the Different Perspectives in the Literature 

Part I

Break/Q&A (5 min)

50 mins

50 mins

Break/Q&A (10 min)

Part II
q Robustness

q Fairness

q Improvement 
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Game Example:

𝟏

Politicians deciding on their messages for the election.
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! In zero-sum games, 
any of the players can 
move first, and the 
other can best-respond.
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• In zero-sum games, Stackelberg 

= Nash equilibrium. 
• Not true for general games
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then
4𝑥 ← max agent utility
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T𝑥
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𝛼, 𝑥$ − ||𝑥$ − 𝑥||"

• >𝑥 = argmax
#$

1{ 𝛼, 𝑥$ ≥ 0} − ||𝑥$ − 𝑥||"

Example:
• >𝑥 = arg max

#!: ||#'#!||()
𝐿𝑜𝑠𝑠(𝑦, 𝑥$)

If institution does not account for adaptation from agents à distribution shift
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Remaining of this tutorial: Focus on PO/Stackelberg Equilibrium
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Aware ML

Population Strategic Behavior

Institution’s Transparency
Examples: 
• Transparent: full revelation of 

institution’s algorithm
• Non-transparent
• Noisy

Examples: 
• Homogeneous population: same utility
• Heterogeneous population: different values, costs
• Maximize value given constraints
• Maximize utility  

Examples: 
• Principal’s Accuracy (goal: prevent gaming)
• Fairness (goal: equal treatment, opportunity)
• Recourse/Improvement (goal: ability to improve)Objective
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● Who? people applying for loans

● Goal: be granted loan

● Action: strategically change features

individual



Strategic Classification Online Model
[Dong, Roth, Schutzman, Waggoner, Wu, EC18] 
[Chen, Liu, P., NeurIPS20]
[Ahmadi, Beyhaghi, Blum, Naggita, EC21]

● Who? bank

● Goal: loans to creditworthy people

● Action: linear classification

institution

● Who? people applying for loans
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For round 𝑡 ∈ 𝑇 :

Nature chooses agent’s features (e.g., SAT score, class 

ranking, …) 𝑥7 ∈ 𝒳 ⊆ 0,1 8.

1. Learner picks classification rule 𝛼7 ∈ 𝒜 ⊆ −1,1 89".

2. Agent observes the classifier 𝛼7 and the datapoint 

(𝑥7, 𝑦7), where 𝑦7 ∈ {−1, 1}.

3. Agent reports to learner feature vector T𝑥7(𝛼7) (≠ 𝑥7). 

4. Learner observes label 𝑦7.

5. Learner incurs binary classification loss: 

ℓ 𝛼7, T𝑥7(𝛼7) = 𝟏 𝑦7 ≠ 𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑𝐿𝑎𝑏𝑒𝑙(T𝑥7 𝛼7 , 𝛼7) .
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● Who? people applying for loans

● Goal: be granted loan

● Action: strategically change features

individual

For round 𝑡 ∈ 𝑇 :

1. Nature chooses agent’s features (e.g., credit score, 

#bank accounts, …) 𝑥7 ∈ 𝒳 ⊆ 0,1 8.

2. Learner picks classification rule 𝛼7 ∈ 𝒜 ⊆ −1,1 89".

3. Agent observes the classifier 𝛼7 and the datapoint 

(𝑥7, 𝑦7), where 𝑦7 ∈ {−1, 1}.

4. Agent reports to learner feature vector T𝑥7(𝛼7) (≠ 𝑥7). 

5. Learner observes label 𝑦7.

6. Learner incurs binary classification loss: 

ℓ 𝛼7, T𝑥7(𝛼7) = 𝟏 𝑦7 ≠ 𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑𝐿𝑎𝑏𝑒𝑙(T𝑥7 𝛼7 , 𝛼7) .



Main Question
How does the learner learn to classify 

strategic agents with diminishing regret?



Main Results



Main Results
[Dong, Roth, Schutzman, Waggoner, Wu, EC18] 

Value func: linear & cost func: convex + positive homogenous 
à bandit convex opt à 𝑅𝑒𝑔𝑟𝑒𝑡 = 𝑂( 𝑑𝑇Q/S)



Main Results
[Dong, Roth, Schutzman, Waggoner, Wu, EC18] 

[Chen, Liu, P., NeurIPS20] 

Value func: linear & cost func: convex + positive homogenous 
à bandit convex opt à 𝑅𝑒𝑔𝑟𝑒𝑡 = 𝑂( 𝑑𝑇Q/S)

𝒏𝒆𝒂𝒓𝒍𝒚 𝒕𝒊𝒈𝒉𝒕 𝑅𝑒𝑔𝑟𝑒𝑡 𝑇 = 𝑂 𝑇 ⋅ log&(𝛵 ⋅ 𝐹 𝛿 ) ,	

where 𝐹(𝛿): function that depends on 𝛿, {𝑥T T) terms



Main Results
[Dong, Roth, Schutzman, Waggoner, Wu, EC18] 

[Chen, Liu, P., NeurIPS20] 

[Ahmadi, Beyhaghi, Blum, Naggita, EC21] 

Value func: linear & cost func: convex + positive homogenous 
à bandit convex opt à 𝑅𝑒𝑔𝑟𝑒𝑡 = 𝑂( 𝑑𝑇Q/S)

𝒏𝒆𝒂𝒓𝒍𝒚 𝒕𝒊𝒈𝒉𝒕 𝑅𝑒𝑔𝑟𝑒𝑡 𝑇 = 𝑂 𝑇 ⋅ log&(𝛵 ⋅ 𝐹 𝛿 ) ,	

where 𝐹(𝛿): function that depends on 𝛿, {𝑥T T) terms

If data are linearly separable with margin 𝛾: 
L2: 𝑅𝑒𝑔𝑟𝑒𝑡 𝑇 = 𝑂 %)UVW'XYZVT'[W\[]^_ B

`B

L1: 𝑅𝑒𝑔𝑟𝑒𝑡 𝑇 = 𝑂 a⋅ %)UVW'XYZVT'[W\[]^_ B

`B



Tutorial Outline

q Introduction

q Strategic Classification as a Stackelberg Game

q Strategic Classification vs Distribution Shift

q A Bird’s-Eye-View of the Different Perspectives in the Literature 

Part I

Break/Q&A (5 min)
Part II

50 mins

50 mins

Break/Q&A (10 min)

q Robustness

q Fairness

q Improvement 



Implicit Assumption so Far: Homogeneous Population



Implicit Assumption so Far: Homogeneous Population

Policy

Decision-making rule
(e.g., classification/regression etc)

institution



Implicit Assumption so Far: Homogeneous Population

Policy

Strategically 
change features

Decision-making rule
(e.g., classification/regression etc)

institution



Reality: Highly Heterogeneous!

Policy

Strategically 
change features

Decision-making rule
(e.g., classification/regression etc)

institution



Reality: Highly Heterogeneous!
[Hu, Immorlica, Vaughan, FAT*19], 

[Milli, Miller, Dragan, Hardt, FAT*19]



Reality: Highly Heterogeneous!

𝑦

𝑥

features of 
subpopulation 1

features of 
subpopulation 2

Assumption: Both groups include 
qualified and non-qualified individuals.

[Hu, Immorlica, Vaughan, FAT*19], 
[Milli, Miller, Dragan, Hardt, FAT*19]



Reality: Highly Heterogeneous!

−1

𝑦

𝑥

𝛼9

features of 
subpopulation 1

features of 
subpopulation 2

+1

Assumption: Both groups include 
qualified and non-qualified individuals.

[Hu, Immorlica, Vaughan, FAT*19], 
[Milli, Miller, Dragan, Hardt, FAT*19]



Reality: Highly Heterogeneous!

−1

𝑦

𝑥

𝛼9

features of 
subpopulation 1

features of 
subpopulation 2

𝛿%

𝛿%: manipulation power of subpop 1
𝛿&: manipulation power of subpop 2

+1

Assumption: Both groups include 
qualified and non-qualified individuals.

[Hu, Immorlica, Vaughan, FAT*19], 
[Milli, Miller, Dragan, Hardt, FAT*19]



Reality: Highly Heterogeneous!

−1

𝑦

𝑥

𝛼9

features of 
subpopulation 1

features of 
subpopulation 2

𝛿%

𝛿%: manipulation power of subpop 1
𝛿&: manipulation power of subpop 2

+1

Learner’s Stackelberg 
Equilibrium classifier 

Assumption: Both groups include 
qualified and non-qualified individuals.

[Hu, Immorlica, Vaughan, FAT*19], 
[Milli, Miller, Dragan, Hardt, FAT*19]



Reality: Highly Heterogeneous!

−1

𝑦

𝑥

𝛼9

features of 
subpopulation 1

features of 
subpopulation 2

𝛿%

𝛿%: manipulation power of subpop 1
𝛿&: manipulation power of subpop 2

+1

Learner’s Stackelberg 
Equilibrium classifier 

Assumption: Both groups include 
qualified and non-qualified individuals.

Implication: Qualified folks from subpop 2 
are never able to get a positive 
classification from equilibrium classifier.

[Hu, Immorlica, Vaughan, FAT*19], 
[Milli, Miller, Dragan, Hardt, FAT*19]



Reality: Highly Heterogeneous!
[Hu, Immorlica, Vaughan, FAT*19], 

[Milli, Miller, Dragan, Hardt, FAT*19]

Summary



Reality: Highly Heterogeneous!
[Hu, Immorlica, Vaughan, FAT*19], 

[Milli, Miller, Dragan, Hardt, FAT*19]

Summary
1) Strategic classification disproportionately affects disadvantaged population.



Reality: Highly Heterogeneous!
[Hu, Immorlica, Vaughan, FAT*19], 

[Milli, Miller, Dragan, Hardt, FAT*19]

Summary
1) Strategic classification disproportionately affects disadvantaged population.

2) There are cases where (monetary) subsidies make both subpopulations worse 

off, while making the learner better off. 



Subsidies May Not Help!
[Hu, Immorlica, Vaughan, FAT*19], 



Subsidies May Not Help!
[Hu, Immorlica, Vaughan, FAT*19], 

Monetary subsidies: Institution gives         to make it easier for people to strategize.  



Subsidies May Not Help!
[Hu, Immorlica, Vaughan, FAT*19], 

Monetary subsidies: Institution gives         to make it easier for people to strategize.  

Proportional subsidies: each group gets a multiplicative 𝑐𝑜𝑛𝑠𝑡 boost
in their manipulation cost. 



Subsidies May Not Help!
[Hu, Immorlica, Vaughan, FAT*19], 

Monetary subsidies: Institution gives         to make it easier for people to strategize.  

Proportional subsidies: each group gets a multiplicative 𝑐𝑜𝑛𝑠𝑡 boost
in their manipulation cost. 

features



Subsidies May Not Help!
[Hu, Immorlica, Vaughan, FAT*19], 

Monetary subsidies: Institution gives         to make it easier for people to strategize.  

Proportional subsidies: each group gets a multiplicative 𝑐𝑜𝑛𝑠𝑡 boost
in their manipulation cost. 

features

Group A 
(advantaged)



Subsidies May Not Help!
[Hu, Immorlica, Vaughan, FAT*19], 

Monetary subsidies: Institution gives         to make it easier for people to strategize.  

Proportional subsidies: each group gets a multiplicative 𝑐𝑜𝑛𝑠𝑡 boost
in their manipulation cost. 

features

Group A 
(advantaged)

Group B
(disadvantaged)



Subsidies May Not Help!
[Hu, Immorlica, Vaughan, FAT*19], 

Monetary subsidies: Institution gives         to make it easier for people to strategize.  

Proportional subsidies: each group gets a multiplicative 𝑐𝑜𝑛𝑠𝑡 boost
in their manipulation cost. 

features

Group A 
(advantaged)

Group B
(disadvantaged)

−1 +1



Subsidies May Not Help!
[Hu, Immorlica, Vaughan, FAT*19], 

Monetary subsidies: Institution gives         to make it easier for people to strategize.  

Proportional subsidies: each group gets a multiplicative 𝑐𝑜𝑛𝑠𝑡 boost
in their manipulation cost. 

features

Group A 
(advantaged)

Group B
(disadvantaged)

−1 +1

+1−1



Subsidies May Not Help!
[Hu, Immorlica, Vaughan, FAT*19], 

Monetary subsidies: Institution gives         to make it easier for people to strategize.  

Proportional subsidies: each group gets a multiplicative 𝑐𝑜𝑛𝑠𝑡 boost
in their manipulation cost. 

features

Group A 
(advantaged)

Group B
(disadvantaged)

−1 +1

+1

Group A manipulation power

−1



Subsidies May Not Help!
[Hu, Immorlica, Vaughan, FAT*19], 

Monetary subsidies: Institution gives         to make it easier for people to strategize.  

Proportional subsidies: each group gets a multiplicative 𝑐𝑜𝑛𝑠𝑡 boost
in their manipulation cost. 

features

Group A 
(advantaged)

Group B
(disadvantaged)

−1 +1

+1

Group A manipulation power

Group B manipulation power

−1



Subsidies May Not Help!
[Hu, Immorlica, Vaughan, FAT*19], 

Monetary subsidies: Institution gives         to make it easier for people to strategize.  

Proportional subsidies: each group gets a multiplicative 𝑐𝑜𝑛𝑠𝑡 boost
in their manipulation cost. 

features

Group A 
(advantaged)

Group B
(disadvantaged)

−1 +1

+1

institution’s classifier 
w/o subsidies

+1−1

Group A manipulation power

Group B manipulation power

−1



Subsidies May Not Help!
[Hu, Immorlica, Vaughan, FAT*19], 

Monetary subsidies: Institution gives         to make it easier for people to strategize.  

Proportional subsidies: each group gets a multiplicative 𝑐𝑜𝑛𝑠𝑡 boost
in their manipulation cost. 

features

Group A 
(advantaged)

Group B
(disadvantaged)

−1 +1

+1

institution’s classifier 
w/o subsidies

+1−1

Group A manipulation power

Group B manipulation power

false positives 
from Group A

−1



Subsidies May Not Help!
[Hu, Immorlica, Vaughan, FAT*19], 

Monetary subsidies: Institution gives         to make it easier for people to strategize.  

Proportional subsidies: each group gets a multiplicative 𝑐𝑜𝑛𝑠𝑡 boost
in their manipulation cost. 

features

Group A 
(advantaged)

Group B
(disadvantaged)

−1 +1

−1 +1

institution’s classifier 
w/o subsidies

+1−1

Group A manipulation power

Group B manipulation power

false positives 
from Group A

w subsidies

w subsidies



Subsidies May Not Help!
[Hu, Immorlica, Vaughan, FAT*19], 

Monetary subsidies: Institution gives         to make it easier for people to strategize.  

Proportional subsidies: each group gets a multiplicative 𝑐𝑜𝑛𝑠𝑡 boost
in their manipulation cost. 

features

Group A 
(advantaged)

Group B
(disadvantaged)

−1 +1

−1 +1

institution’s classifier 
w/o subsidies

+1−1

Group A manipulation power

Group B manipulation power

false positives 
from Group A

w subsidies

w subsidies

institution’s classifier 
w subsidies



Subsidies May Not Help!
[Hu, Immorlica, Vaughan, FAT*19], 

Monetary subsidies: Institution gives         to make it easier for people to strategize.  

Proportional subsidies: each group gets a multiplicative 𝑐𝑜𝑛𝑠𝑡 boost
in their manipulation cost. 

features

Group A 
(advantaged)

Group B
(disadvantaged)

−1 +1

−1 +1

institution’s classifier 
w/o subsidies

+1−1

Group A manipulation power

Group B manipulation power

false positives 
from Group A

w subsidies

w subsidies

institution’s classifier 
w subsidies

false negatives 
from Group A



Reality: Highly Heterogeneous!
[Hu, Immorlica, Vaughan, FAT*19], 

[Milli, Miller, Dragan, Hardt, FAT*19]

Summary
1) Strategic classification disproportionately affects disadvantaged population.

2) There are cases where (monetary) subsidies make both subpopulations worse 

off, while making the learner better off. 



Reality: Highly Heterogeneous!
[Hu, Immorlica, Vaughan, FAT*19], 

[Milli, Miller, Dragan, Hardt, FAT*19]

Summary
1) Strategic classification disproportionately affects disadvantaged population.

2) There are cases where (monetary) subsidies make both subpopulations worse 

off, while making the learner better off. 

3) Insights hold for cases where classification rule is fully revealed to agents.
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Do Randomness & Noise Help?

Can randomness and noise improve fairness and accuracy? 

• Randomness: Institution commits to a distribution of classifiers & picks a classifier from 

this distribution. 

• Noise: Non-determinism as to whether the agents’ strategizing will help them.

[Braverman & Garg, FORC20]

* 1d case

1. Accuracy increases

2. Agents less likely to strategize with their features

1. Fairness increases

2. In some cases: equal classification accuracy to both subpopulations
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Causation or Just 
Correlation?

Is the “transparency” 
assumption realistic?

[Kleinberg & Raghavan, EC19]
[Miller, Milli, Hardt, ICML20]
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In reality: institutions rarely reveal their decision 
rules (reasons: privacy, proprietary software etc)! 
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𝑓: transparent rule, =𝑓: apx rule that the agents infer
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Intuition: 
• the form of =𝑓 is not known
• agents are incentivized to modify their features differently under 𝑓 and =𝑓.
• if =𝑓 is “anticipated” à similar results to standard strategic classification

Expectation: when || =𝑓 − 𝑓 || ≤ 𝑠𝑚𝑎𝑙𝑙à similar punchlines from fully transparent 
strategic classification + opacity helps

Reality: sometimes, for linear classifiers, opacity hurts the institution’s accuracy!
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Question
If learner maximizes social welfare of total population, how does information 

discrepancy affect the subpopulations’ ability to improve? 

Results
1) In general, disadvantaged subpopulation may end up being strictly worse 

off (i.e., NO improvement).

2) Subpopulation-optimal outcome is achievable if information for two 

subpopulations is independent! 

[Bechavod, P., Wu, Ziani, ICML22]
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Thank You!


